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Lift the tripod, move the Lift the largetable above your head, Grasp the sides of the monitor, tilt it,
tripod, and put down the tripod. spin it and put the largetable down. pull the monitor, and set it back down.

Lift the suitcase, move the suitcase, A person grasps a wineglass with their A person lifts the medium cube with their right hand,
and put down the suitcase. right hand, puts it back to the table. rotates the medium cube with their right hand.

Figure 1: Text-conditioned full-body HOI generation. Given a text prompt and a canonical ob-
ject mesh, PAMI generates coordinated human and object motion across diverse one-handed, two-
handed, and full-body interactions. Insets highlight fine-grained contact.

ABSTRACT

Text-conditioned full-body human—object interaction (HOI) generation requires
synthesizing human motion and object trajectories that match the input text while
remaining precisely coordinated over time. Most methods represent the human
and object as separate trajectories and predict the global human-object couplings.
Learning this complex, dynamically changing relationship implicitly, however,
often yields object drift, missed contact, and penetration. We introduce PAMI, a
Part-Anchored Motion framework for Interaction generation. Inspired by the clas-
sic Hough Transform, our key idea is to localize object motion by letting body-part
anchors vote for it: we express object motion relative to multiple body-part an-
chors and use PamiVAE to learn an interaction latent space, decoding frame-wise
weights that aggregate these part-specific votes. Building on this representation,
PAMI generates interactions in a coarse-to-fine hierarchy. PamiGen first gener-
ates a coarse human—object interaction from text in this structured latent space,
and PamiRefiner then recursively resolves fine-grained contact geometry using a
hybrid surface-sensing representation, combining long-range probes that capture
overall body-part influence with short-range sensors that resolve detailed contacts
near the object surface. Experiments on InterAct show that PAMI generates more
faithful interactions and more accurate human-relative object motion than previ-
ous methods, achieving 14.5% higher contact recall than the previous state of the
art. Extensive ablations validate the contributions of both the part-anchored voting
representation and hybrid surface-sensing refinement.
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1 INTRODUCTION

Humans constantly interact with objects, making the ability to generate human—object interaction
(HOI) a cornerstone of physical intelligence and embodied Al, with direct implications for robotics,
animation, and AR/VR. Driving this generation from natural language is especially valuable, as text
offers an intuitive and scalable interface for specifying the rich space of interactions without motion
capture or manual authoring. Text-conditioned full-body HOI generation is however non-trivial: it
must produce a human motion and an object trajectory that match the text and stay coordinated over
time. This makes HOI more than the independent generation of two plausible motions, as small
relative errors can produce a floating grasp, a drifting object, missed contact, or penetration.

Most full-body text-to-HOI methods diffuse explicit per-frame human and object states |Xu et al.
(2023;2025a); [Wang et al.|(2026b)). In text-to-motion, learned temporal representations have shown
that motion can instead be generated in a compact latent space (Chen et al.l 2023} [Zhang et al.,
2023} Jiang et al., 2023 |L1 et al., |2024). Recent work HOIMask J1 et al.| (2026) is the first to use
vector quantized latents for full body interaction. However, it represents interaction as two separate
trajectories, which cannot capture the complex human-object relations in latent space. Similarly,
most other methods Wang et al.|(2026b)) also use the separate human-object trajectories as represen-
tation and rely on feature exchange [Wang et al.|(2026b), contact prediction Diller & Dai (2024)), or
guidance based correction [Peng et al.| (2023) to reason about the interactions. Some methods ex-
plore predicting contact distances |Xu et al.|(2025a)) or weighted combination of multiple predictions
based on distances (Cha et al.| (2024); Xu et al|(2025a). But such feature space based correlation
reasoning or hard coded weights is suboptimal as the network needs to reason about the complete
object geometry under all dynamic pose transformations and even from body regions that are not af-
fecting the object, making it hard to learn the essential correlations efficiently. In this paper, we ask
what representation is suitable for generating interaction motion in latent space while respecting
the intricate human-object interaction and contacts?

To this end, we introduce PAMI: Part Anchored Motion voting for Interaction motion generation
in latent space. We take inspiration from the classic Hough Transform (Ballard, |1981) in computer
vision, where a global structure that is hard to detect directly is instead localized by letting many
local elements each vote for it and taking their consensus, an aggregation that is robust to noise and to
irrelevant votes. We cast object motion in the same way: the object pose is the global structure, and
the body-part anchors are the local voters. We express object translation relative to each body-part
anchor in its local frame, so every anchor votes for where the object should be, and let the decoder
predict how strongly each anchor votes per frame. Combining these votes with learned weights
forms a soft, differentiable Hough aggregation that naturally down-weights parts not involved in the
interaction. We embed this representation with PamiVAE, a variational autoencoder (VAE), into a
compact interaction latent that preserves subtle geometric relations yet is easier to generate.

Human-object interaction motion is highly dynamic and complex especially from only text as input.
We therefore adopt a hierarchical coarse-to-fine design, first recovering an approximate interaction
and then resolving its fine-grained contact geometry. In the coarse stage, we train PamiGen, a text-
conditioned generator that produces interaction latents decoded into a human—object motion that
captures the text, the overall movement, and the anchor-voted human—object relation. In the fine
stage, PamiRefiner recursively refines this motion through hybrid local geometry sensing: long-
range probes capture overall body-part influence, while short-range sensors capture detailed contact
in the immediate vicinity of the surface. This decomposition lets latent voting establish the coarse
interaction while surface sensing recovers the fine, contact-rich geometry.

Experiments on InterAct Xu et al.| (2025a) dataset show that our method generates more faithful
interaction motions with more accurate object motions relative to the human than prior arts. No-
tably, PAMI achieves 14.5% higher contact recall than previous state-of-the-art method. Extensive
ablations also validate that our part-anchored representation is important to learn a meaningful latent
space for HOI generation and that our hybrid surface sensing and refinement improves geometric
correctness of the generated motions. In summary, our main contributions are:

* We present PAMI, to our knowledge, the first part-based latent generative framework
for text-conditioned full-body HOI motion generation. Our generation is hierarchical from
coarse to fine and achieves the best performance on the benchmark and generates high-
quality interaction motion from text. Our code and model will be publicly released.
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* We introduce a body-part based object voting representation that anchors object motion
to body parts and lets anchors vote for object movement via learned weights. This allows
efficient generation in latent space while preserving subtle human-object relations, yielding
semantically well aligned coarse interaction motion.

* We design a hybrid local surface sensing module to train a RefineNet that reasons fine
human-object geometry and contacts to improve the coarse interaction motion from latent
generation. Trained with mixed data from generation and ground truth, our RefineNet
improves not only our latent generation results but also baseline generations zero-shot.

2 RELATED WORK

Text-to-HOI and latent motion generation. Text-conditioned interaction generation has been stud-
ied for hand—object motion (Cha et al., [2024; (Christen et al., {2024} |Song et al., 2026) and for full-
body human—object motion. Early full-body methods condition generation on intent or object tra-
jectories (Ghosh et al.| 2022} |Li et al.,2023bza); more recent diffusion and related generative models
generate interactions from text and incorporate contact, object geometry, or human—object relation
features (Xu et al.,[2023; [Peng et al., 2023} Diller & Dail[2024;|Wu et al.}[2024; [Song et al.,[2024; |Xu
et al.,2024; Zeng et al.,[2025; Xue et al.| 2025 (Geng et al., 2025 Li et al.,|2025b; Jung et al., 2026;
Cai et al., [2026; Wang et al., [2026a; [Wu et al., 2025; |Di et al., [2026} Zou et al., [2026). HIMO (Lv
et al.| [2024) handles multiple objects, InterAct (Xu et al.| 2025a)) introduces a marker-based repre-
sentation and a large-scale benchmark, and LIGHT (Wang et al, [2026b)) denoises body, hand, and
object streams at different paces. Most full-body methods operate directly on per-frame motion
states, coupling the human and object through feature exchange, relation or contact prediction, or
sampling guidance. LatentHOI (Li et al., |2025a) uses latent diffusion for hand—object motion, but
does not model full-body interaction. In text-to-motion, learned tokenizers and temporal autoen-
coders have made generation in compact latent spaces common (Chen et al.l 2023} [Zhang et al.,
2023; Jiang et al., [2023} [Li et al., 2024} Nazarenus et al.,2026). Whole-body and part-based models
further separate the dynamics of different body regions (Lu et al., 2023} |Li et al., | 2026a). We design
a novel part-anchored voting representation and embed it into a compact latent space for faithful
interaction generation.

Local and relative object representations. Relative object representations encode human—object
coordination directly (Li et al.}[2023b}; | Zeng et al., 2025)). Local modeling also appears in STAR (Os-
man et al., 2020), which restricts pose-dependent body deformation to sparse joint neighborhoods
rather than coupling every joint to the full surface. In HOI generation, InterAct (Xu et al., 2025a))
uses vectors from body markers to the nearest object surface and weights relative object-motion
guidance by marker—object distance. CG-HOI (Diller & Dail 2024) predicts object transformations
associated with body-surface markers and combines them using contact-distance weights. In both
cases, distance determines which human locations influence the object. Dex2HOI (Pratikaki et al.,
2026]) instead predicts mixture weights for left-wrist-relative, right-wrist-relative, and free object tra-
jectories. Our representation extends this learned composition from wrists to full-body and embed
them in latent space.

Guidance and refinement for HOI. Physical errors in generated interactions can be addressed dur-
ing training, sampling, or after generation. Contact-aware losses and auxiliary contact or affordance
prediction supervise the generator (Li et al.,2023a; [Ma et al.| 2024} [Peng et al., 2023} Diller & Dai,
2024} |Cha et al.| 2024; Song et al., 2026; D1 et al., [2026), while guidance and relation intervention
modify diffusion sampling (Karunratanakul et al. 2023 Wu et al., [2024; |Xue et al., [2025; Wang
et al.,|2026b; L1 & Dail [2025; |Li et al.,|2026b; Ron et al.L|2026). InterDiff (Xu et al.,[2023)) performs
kinematics-informed iterative correction, and OOD-HOI (Zhang et al.| [2024b) uses predicted con-
tact regions during diffusion inference. Other work applies optimization Xie et al.| (2022} 2023));[Lee
et al.| (2026), learned Zhou et al.| (2022)); Taheri et al.| (2024); [Xie et al.| (2024); |Wang et al.| (2026al)
or physics-based correction (Zhang et al.l 2024a; |Xu et al., [2024; [2025b; 2026; [Lin et al.| [2025)).
GEARS (Zhou et al}[2024) and GRAFT (YM et al.||2026) use local geometry for hand—object syn-
thesis and human-scene fitting, respectively. We follow the widely used hierachical design and use
latent generation for coarse and local geometry sensing for fine interaction generation.
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Figure 2: Overview of PAMI. Body-part anchors vote for the object motion, and PamiVAE embeds
this part-anchored interaction into a latent space (Sec.[3.1)). Generation then proceeds coarse-to-fine:
PamiGen samples a coarse interaction from text in the latent space (Sec. [3.2), which PamiRefiner
refines in explicit space using hybrid long- and short-range surface-sensing probes to sharpen con-

tacts (Sec. .

3 METHOD

Given a text prompt ¢, a canonical object mesh M, our goal is to generate a human motion xiL:T
and a rigid-object trajectory x{.,» of T' frames that form one coordinated interaction. We use SMPL-
HLoper et al.|(2015)); Romero et al.|(2017) to represent human motion. Since the generation must
jointly satisfy the text, the human motion, and their fine-grained coupling, we adopt a coarse-to-
fine design, illustrated in Fig. 2] PamiVAE first learns a compact interaction latent space built on
our part-anchored voting representation (Sec. [3.1). A text-conditioned generator PamiGen then
produces a coarse interaction in this space (Sec.[3.2). Finally, PamiRefiner operates in explicit space
and recursively refines this interaction to recover fine-grained contact geometry (Sec.[3.3).

3.1 PART-ANCHORED INTERACTION VAE

We aim at compressing the Euclidean-space interaction into a compact latent capturing the human-
object motions and their coupling. We use a variational autoencoder to encode the two with separate
body-part and object encoders then couple them via spatiotemporal attention, and decodes the human
motion together with a part-anchored voting representation of object motion, detailed next.

Part-anchored object motion representation. Because object motion is most strongly coupled to
contacting or supporting body parts, we predict it in the spirit of the Hough Transform: each body
part votes for object motion, and per-frame weights aggregate the votes. For detached objects, no
body part should drive motion, so we add a free anchor that votes independently of the human.

For each sequence, we define the world coordinate frame as the human root coordinate in the first
frame and express all subsequent global human and object motion relative to this frame. We write
the rigid-object trajectory to be generated as x? = (R¢,t?), where R € SO(3) and ty € R?
denote the object orientation and translation at frame ¢, respectively. Let A denote a set of K = 6
body-part anchors, which includes the selected body joints [Li et al.[(2026a) of SMPL model, and
one additional free anchor that is the same as the world space. Let pf{’t7 RZ,t be the local coordinate

frame of an anchor a € A, we represent the object translation relative to each anchor as: Ay ; =

(Ré}’t)T (t7 — pl,) . For anchors belonging to the body joints, we perform forward kinematic to
obtain pZ’t, Rg’t and for the free anchor we have pﬁee’t =0, Rgee’t = L Hence tg,., = t7. The

object motion representation at each frame can hence be written as: {R7, Af ;,a € A}.

Our object VAE decoder reconstructs the object rotation R, the relative translations Agyt, and
routing logits oy € RX for the K anchors. Each body-part-anchored trajectory is then ff;t =
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ﬁZ_’t + ﬁg_’tﬁgyt. The final object translation is obtained through learned soft voting:

& = Z wa,t?gyt, w; = softmax(oy). (1)
acA

At decoding time, the anchor coordinate frames are computed from the decoded human motion,
coupling each trajectory dynamically to the anchors via learned voting. We show in Tab. [2]that this
representation produces better coordinated object motion relative to human.

Part-factored human—-object interaction encoding. We encode human and object motion sep-
arately. For human, we represent the motion following [Xiao et al. (2025) except we use global
rotation R” and translation t” instead of relative ones, and adopt the semantic body-part partition
used in FrankenMotion (Li et al., 2026a). Let 5 denote the set of human body parts and x’f:’; the

motion features of part b € B. We introduce a temporal variational encoder Eg‘ for each part, pro-

ducing z"* = E} (xiﬁ’%) € RT"*4: ¢ B. For object motion, a temporal variational encoder E°

takes the rigid-object rotation RS,;- and anchor relative translations A¢ ;. defined above as input:
z° = kE° ( (1):T7 {AZ,I:T}GGA>'

All encoders downsample the input by a factor of four, such that each latent token represents four
motion frames and 7" = T'/4. These encoders extract human and object motion features separately,
we then apply several layers of spatiotemporal attention to allow them to exchange information and
learn the coupling of interactions. Each layer applies self attention with all human-part and object
tokens stacked together, followed by causal temporal attention over the sequence. Denoting Fgr as
the spatiotemporal layers, the resulting VAE latent is:

Z = FST([zh’l, e ,zh’w‘,zo]) c RT/X(lB‘JFl)Xdz’ 2

Since the attention layers keep the original token positions, we simply split Z along the token di-
mension into Z" € RT *IBI*d- \which contains the latent sequence of every human body part, and
Z° ¢ R *4= which contains the object latent sequence.

Interaction decoding. To predict interaction motions, we upsample Z",Z° and use separate
modules Dy, D, to decode human and object motions respectively: X%, = Dy(Z"), %%, =
D,(Z°; §’1":T). Here, D, denotes the object decoder prediction followed by the part-anchored com-
position in Eq.[I} Architectural details are provided in Appendix [B]

Training objective. We train the VAE with standard L2 distance between predicted and ground
truth items, KL divergence loss L1, and auxiliary losses Lcomp, £ to supervise anchor weights
prediction:

£VAE = )\h‘cl}}ec + )\o[f;)ec + /\KL[/KL + )\comp‘ccomp + AWEW' (3)
where L, L0

ree, Lo are the L2 loss on the reconstructed human and object motions respectively. Be-
cause these terms do not directly supervise the result after anchor composition, we additionally
compare the composed translation from Eq. [T| with the observed object translation: Leomp =

2|
loss between the predicted weights w{ and pseudo ground truth weights w¢. We assign w§ to one
if any vertex of this body part has contact with the object and zero otherwise. For frames with no
contacts to any parts, we assign the free anchor weight W™ as one and keep others as zero. The
weights are then normalized via softmax and contact is defined as distance smaller than 1cm. Hence

Ly = ﬁ St S uea llwi — W15 . We provide details of the loss weights in Appendix.

N 2
ty — tfH . To warm start and regularize the weight prediction, we also introduce L2
2

3.2 TEXT-CONDITIONED LATENT INTERACTION GENERATION

PamiVAE provides a compact latent space for coupled human-object motion. We cast interaction
generation as a coarse-to-fine process, first generating coarse interactions via a flow matching model
PamiGen to generate latents Z conditioned on text prompt ¢ and canonical object mesh M.

Rectified-flow training. For a clean interaction latent Zg, we draw 7 ~ U[0, 1] and € ~ N(0,1),
and construct noisy latent via: Z, = (1 — 7)Zo + 7€,v* = € — Zg. The transformer predicts
vo(Z,,T,c, M) and we train it with standard rectified flow loss Lrr [Liu et al.| (2023).
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Explicit Euclidean space motion supervision. The rectified-flow objective supervises latent veloc-
ity but does not directly constrain the object trajectories recovered in physical space. We therefore
estimate the clean latent and decode it to compute losses defined in explicit Euclidean space.

The clean latent is computed as: Zo = Z, — 7vg(Z,,7,c, M). Decoding this latent yields pre-
dictions of human and object motions which we denote as *. We introduce self-consistency loss
Laiign between object motion tfree , anchored to free trajectory and motions anchored to body parts
and Huber distance loss L,j on the predicted object trajectories. Hence the total training loss is:
L = IrLrr + AatignLatign + AwajLirajs Where Lyjign forces the predicted free trajectory tfreet

be close to the body part anchored trajectories tgyt: Latign = D iec [2oaca @a,tHé( X t° )] ,

free,t’ “a,t
where ¢t € C denotes the loss is applied only to frames where object is in contact with human and
H s denotes Huber distance. We adopt Huber distance to allow stochastic generation of motions that
satisfy interaction constrain but deviate from ground truth trajectory. Exact masks, weights, and the
noise interval are provided in Appendix

Sampling. At inference, we start from Gaussian noise at 7 = 1, integrate backward to 7 = 0 with
Classifier-free guidance, and decode the resulting interaction latent.

3.3 RECURSIVE GEOMETRIC REFINEMENT

The second stage of our hierarchical generation is fine-grained generation by training PamiRefiner
using a hybrid local surface sensing representation to iteratively update the fine interaction details.

Hybrid surface sensors. Our sensors includes surface geometric probes to reason both long range
and short range influence of body to the object for more geometrically correct interaction. We denote
Flong,t, Fsnort,¢ as the features extracted from long and short probes at frame ¢ respectively and p? :
as the SMPL-H skeleton joint at index j. Similar to GRAFT (YM et al.,|2026)), the long range probe
features Fjong include the direction and distance from J;, = 22 body joints to its closest object surface
point pj ,, together corresponding surface normal at p§ ,: Fiong,t = { (Vi1 |[Vjell2, n(p5,)), vie =
i — p?’t, Vi € {1,...,Jp}}. These features provide information of how overall body pose affects
the object movement but it cannot reason the fine-grained grasp pose which requires more detailed
information about the object surface geometry near the fingers. To this end, we introduce short
range probes on the hand joints and fingertips that includes not only the direction, distance and
object surface normal, but also the object surface points 7, that are inside a given radius  around
these hand points, see visualization in Fig. [2] stage 3 topleft. Denotlng Jn, as the total number of
hand_]omts and fingertips, we have Fyorit = {(Vj ¢, |[Vell2, n(p$ ), P74), Vi € {1, ..., Jn}} where

P9, =A{pf| Vpy € My, |[pf — pj,ll2 < r}. Following GEARS Zhou et al.| (2024), we transform
object points P?, to the local coordinate of its query point and compute geometric features like
distance and surface normals as input to our PamiRefiner. We uniformly sample points on the
object surface to obtain M, and use PointNet|Qi et al.|(2017) like encoder to map them into a fixed
dimensional patch feature. Empty spheres are zero-padded. More details can be found in appendix.

Refinement network PamiRefiner. The input to our network includes the hybrid probe features
Flong,t, Fshort,¢> human shape parameter, global 6D human pose and object 6D pose. We use an
MLP to extract features and then use transformer to compute attention across all tokens and through
time. The prediction heads then output delta updates to the coarse human-object interaction motion
decoded from generated latents: dgn, dgn, O¢h, ORo, Oto.

Training with mixed data. We train our network to refine both corrupted GT and generated mo-
tions, denoted as recovery stream and generation stream respectively. This ensures it learns the er-
ror pattern of our latent generator while also maintaining generalization. To obtain recovery stream
data, we use our trained VAE to encode ground truth interaction motions, and add temporally smooth
noise to the decoded motions. For these kinds of input, the GT motions are available hence we train
directly using L2 distance between refined output and GT motions. More details in Sec. [B.3]

The generation stream refines samples from the latent generator. Since a text prompt can admit
multiple valid motions, direct supervision against a single ground-truth motion is inappropriate.
Instead, we optimize geometric objectives targeting motion and geometric quality:

Lgen = )\c‘ccontact + Apﬁperletration + /\s‘csupport + /\mﬁsmooth + )\nﬁpreserve- (4)
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Here, Lcontact pulls relevant body parts toward the object and reduces slip during contact, while
Lpenetration penalizes joints inside the object. Lgypport prevents planted feet from sliding, drifting,
or penetrating the ground; Lsmooth regularizes abrupt human and object motion; and Ly eserve dis-
courages unnecessary changes to non-interacting body regions, the root, and object trajectory. All
losses are evaluated at each refinement step and averaged over three iterations.

At inference, the same feed-forward PamiRefiner is applied recursively for a small fixed number
of steps. We show in Tab. [3] that our mixed data training is important for more faithful generation.
More implementation details are provided in Appendix

4 EXPERIMENTS

We compare against existing baselines and ablate key components: our method outperforms prior
approaches on most metrics, and the ablations confirm the value of each design. PamiRefiner also
generalizes zero-shot to interactions produced by other methods, improving their geometry.

Experimental and evaluation setup. We conduct experiments on the standard InterAct (Xu et al.,
2025al) benchmark and follow LIGHT (Wang et al.| | 2026b) to report metrics along three dimensions:
semantic alignment using R-precision and multimodal distance (MM Dist); motion quality using
FID, diversity, and foot-skating ratio (FSR); and interaction geometry using penetration depth
(Pene), contact ratio (Contact), and interaction precision, recall, and F1. While LIGHT evaluates the
latter three metrics only on hand joints, we report them for both hand and all body joints. Additional
metrics are reported in the appendix.

4.1 BASELINE COMPARISON

Table 1: Quantitative evaluation on InterAct (Xu et al., [2025a). R-precision is evaluated with a
batch size of 64. — indicates that closer to the ground truth is better. & indicates a 95% confidence
interval. Our method achieves best performance on almost all metrics.

Method RPrecision  ppy, Multimodal oy Penet Contact™ Interaction (hands)"
(Top 1T Dist.* G G -
“prec “rec “F1

Ground Truth 0_859i(l,[)0(] 000010.(}00 1‘4751[).003 0.051 +0.000 0A060i0,(](]0 02 lgi0.000 1 'Oooi[).()[)[) 1_000i(lv()(](] 1‘00010.000
HOI-Diff 0_703i(],[)15 0.698i0'017 24906i0'002 0'042i0,[)[)(] 0A092i0,(](]4 0‘0901().001 0'754i[).[)[)9 0.531 +0.007 0‘57410.009
CHOIS 0_71710.005 0‘54410,003 2465910‘006 0'07210.001 0_12210,003 0‘14110.002 0.823i0‘003 0_70110,007 0‘72310.004
InterDiff 0.779%0-000 030240018 2 364+0.004 0 0eg+0-001 (1100006 015040001 ( g34+0-008 0 718:+0.003 () 741+0.004
Text2HOI 0.710%0-007  0.284+0.012 3 551 £0.011  ,035+0.001 (0 14£0.002 0 Jg+0-000 () 840*0-010 0 617+0.007 () 670+0-006
InterAct 0.805%0-008 028040016 2 652%0-029  0,0p5+0-009 1190028 0 ]2]£0.005 0 66g+0-004 0 55+0.011 () 555%0.010
LIGHT 0'719iUAUUS 0_153i0,019 24627i0'023 O,OSOiU‘UU] 0'12110,001 0‘152i0.002 0'832iu.003 0'730iU,UU.‘5 0_751i0.003
PAMI 0.840£0-003  (,092%0-003 2 195+0.016 () (y78+0-001 0.062+0-001 (0.193+0.001  ( 843+0.002 () 836+0.006 () g51+0.004

We compare our method against existing baselines quantitatively in Table [I] and qualitatively in
Figure |4 Table [1|shows that our method achieves large improvements in both semantic alignment
(R-1) and interaction geometry, particularly in penetration and contact. As shown in Figure 4]
LIGHT (Wang et al., 2026b) models human and object motion as separate trajectories, so the object
often fails to follow the human (chair, tripod). InterAct (Xu et al., 2025a) relies on body-surface
markers and their object distances, spreading attention across markers that may be far from the object
hence it often misses contact, leaving gaps or unrealistic relative motion. Our anchor representation
directly captures human—object coupling in a compact latent space for coherent generation, while
local surface sensing refines interaction geometry. Even on the slender tripod (third row), our model
keeps a secure, natural grasp without penetration.

4.2 ABLATION STUDIES

We ablate the main components of our method along two dimensions: the part-anchored represen-
tation and latent structure in Table[2] and the design of PamiRefiner in Table
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Table 2: Ablation for part anchored voting representation. Our part factorization, anchor design
with learned routing and absolute root representation all contribute to better generation.

R-Precision Interaction (full body)T Interaction (hands)"
P ' L act—
(Top 1) FID Pene Contact
Cprec Crec Cp1 Corec Crec Cr1
Ground Truth 0.859 0.000 0.060 0219 1.000 1.000 1.000 1.000 1.000 1.000
OU]’ full PAMI model 0.8401” 003 0.0921(1““:{ 0.062i(),()()1 0.193;HV 001 0.502;H) 003 0.477i0.(l”.‘5 0.457:() 004 0.843t“ 002 0.8361(111«"; 0.821iﬂ,0()4
(a) w/o part factorization 0.822i0'“”2 O~|7|iﬂ.006 0.0861“”"1 Ollzgiﬂ 002 0,466i0 002 0429410.[1% 0.327:0.001 0.823iﬂ.007 0.657i”’006 0.697i” 006
(b) wlo lcg and root anchors 0.840:” 002 0‘097i0 006 0.087i0 002 0. 174i0 001 0_499i0 005 0(42510 004 0.425:0 004 0.849i0 002 0,806iU 004 0.804i0’003
(C) w/o anchors 0_834:!) 003 0'10210 004 0_076i[)v003 0.1 lﬁi(! 001 0_478i0 015 0_27710.0!)7 0_313:0 009 0_83010 006 0_647i()v0(|'3 0.686*“'001
(d) w/o learned voting weights ~ 0.831%0-001  0,099%0:005 (0 0g9+0-003  ( 175+0-002 () 495+0.005 () 423%0.002 () 493+0.002 () gq4+0.003 () g(7+0.009 () g2+0.007
(e) W/O absolule root 0.780:0'““5 0.401;&(),011 0.063i(),002 0.126;HJ 002 0.478i0 006 0.31210.(“!5 0342:().()().{ 0.829;&(!,(”)!5 0.698:“]'"“2 0.720;HY 002

Table 3: PamiRefiner ablations. All variants refine the same coarse generations. Mixed data
training and hybrid sensing are important to obtain high-quality fine interaction details.

~Precisi i * racti 3
R('II)‘:JBCT;TM FID* Penct Contact= Interaction (full body) Interaction (hands)
P Corec Cree Cri Corec Cree Cri
Ground Truth 0.859 0.000 0.060 0.219 1.000 1.000 1.000 1.000 1.000 1.000
(a) no refinement 0.839F0:004 () 103£0.004 () 115+0.003 (7 14p+0.00L () 500+0-006 () 364F0.005 () 389+0.004 () 849+0.001 () 758+0.003 () 775+0.002

(b) w/o generation stream  0.841+0-003 (0,101 +0-005 (0 091+0.001 () ]550.000 () 496+0.003 () 38g+0.002 () 404+0.001 () 847+0.002 () 788+0.003 () 794:+0.002
(c) wlo corruption stream  0.841%0003 (. 104£0.003 (0850003 (1660001 (4960005 (4140004 (4190002 (8470005 () 7860004 () 793+0.004
(d) wlo short-range probes  0.840%0003 . 100E0.004  083£0.002 (1860000 (4960002 (4620001 (4460000 (8450002 () gDgEO003 () g]6+0-002
(¢) wlo long-range probes  0.840%0:003 (. 101F0:004 0 [11H0.003  |37H0.000 () 500£0.007 (35|EO.003  (379+0.004 (. 849E000T (75030003 (7700003

(f) PamiRefiner 0.840%0-003  ( 092%0-003 () (6210001 (,193+0.001 () 5(02+0.003 () 477£0.003 () 45720.004 () g43+0.002 () g36+0.006 () 837+0.004

4.2.1 PART ANCHORED VOTING REPRESENTATION

Table [2|evaluates the representation designs after refinement. For a fair comparison, each generator
variant is paired with a PamiRefiner trained on its own outputs. The corresponding coarse gener-
ations before refinement are reported in Appendix [/} Together, these evaluations examine whether
the advantages of the proposed representation persist after geometric refinement.

Part-factored human encoder. We use a continuous part-based VAE that encodes each body part
into a separate latent stream and decodes all jointly. Replacing the part encoders with a single
full-body encoder, while keeping all else fixed, degrades all metrics (Tab. 2h). The benefit appears
already in autoencoder where part factorization lowers reconstruction error by 60.8% (Tab.[6).

Part-anchored object motion representation. Our object representation encodes part-anchored
trajectories in the object latent and combines them through learned voting. We ablate the design
choices to understand the importance of anchors, learned weights, and the coordinate representation
of global human and object root trajectories. The performance degrades gradually after removing
non-wrist anchors (Tab. E})) or all anchors (Tab. Ek), indicating the importance of our anchor rep-
resentation and reasoning anchors beyond hands. Our model predicts dynamic per-frame voting
weights to combine anchored predictions, rather than averaging them uniformly (Tab. [2d). This bet-
ter models the local influence of each anchor on the object motion, leading to better hand and body
contacts. We also include the absolute poses of the human and object roots in the representation,
placing them in the same coordinate system instead of using the commonly adopted frame-relative
root representation (Xiao et al., [2025). As shown in Tab. E}s all metrics substantially degrade with-
out absolute pose, as errors accumulate independently for the human and object, leading to divergent
trajectories. See the supplementary website for qualitative examples.

4.2.2 FINE-GRAINED REFINEMENT

Refinement quality. As shown in Rows (a) and (f) of Table [3] applying four PamiRefiner steps
substantially improves the interaction geometry of the same coarse generations. It nearly halves
penetration, brings Contact closer to the ground-truth distribution, and considerably improves both
full-body and hand interaction F1. Meanwhile, R-1 remains stable and FID improves, supporting
the role of PamiRefiner as a fine geometric generator that preserves the semantics of the generated
interaction. See qualitative examples on the supplementary website.
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Table 4: Generalization of PamiRefiner to
LIGHT and InterAct. Full metrics are in TableE}

| ® root © leftarm right arm leftleg ® right leg free  Bar Width = Weights |

{
¢ /(\ \ Pene'  Contact™ Flgody F1] .
- : " Ground Truth ~ 0.060 0.219 1.000  1.000
: LIGHT 0.134 0.128 0.328 0.704
Bi I + w/o corr.  0.094 0.151 0.361 0.712
| + full 0.069 0.181 0.408 0.755

Frame 1 ( ) Frame 2 ( ) Frame 3 ( )

InterAct 0.126 0.122 0.278  0.658
+ w/o corr.  0.098 0.150 0.315 0.687
Figure 3: Body-part anchor weights strongly  + full 0.077 0.188 0.374  0.738

correlate with contact body parts.

Put your hand on the back of the chair, pull the whitechair, and set it back down.

A person walks to a medium sphere, grasps it with their right hand and passes it to the upper left. then puts it back down and walks back.

Lift the tripod, move the tripod, and put down the tripod.

InterAct LIGHT PAMI (Ours)
Figure 4: Qualitative comparison. Each row shows four frames from InterAct, LIGHT, and PAMI.
InterAct and LIGHT often produce incorrect object orientation or interaction with missing contacts.
PAMI better follows the described motion while maintaining coherent contact.

Training with mixed data. We train PamiRefiner using controlled corruptions to learn ground-
truth contact geometry and generation stream to improve geometry errors from the latent generator.
Without either one, the performance degrades (Tab.[3p, ¢) hence the two streams are complementary.

Hybrid surface sensors. We combine long-range probes for overall body—object relations with
short-range probes for precise hand grasping. Tab. 3, e shows that removing long-range probes
hurts overall interaction quality, while removing short-range probes mainly degrades hand contacts.

Generalization across HOI generators. Our PamiRefiner can be used as a general fine interaction
reasoner to improve interaction motions from other generators. We convert the outputs of InterAct
and LIGHT into compatible input to our PamiRefiner via inverse kinematics and apply the same
frozen PamiRefiner. As can be seen in Tab. 4] our model improves all baseline generations, showing
its transferable capability to reason fine-grained interaction geometries.

5 CONCLUSION AND LIMITATIONS

We presented PAMI for text-conditioned full-body HOI generation. Following the Hough-
Transform idea, we represent object motion as votes from body-part anchors and learn per-frame
weights that aggregate the relevant votes, and we generate the interaction in a compact part-based
latent space. Generation is coarse-to-fine: PamiGen produces a coarse interaction in this latent
space, and PamiRefiner then refines local interaction poses from hybrid surface geometry sensing.
On InterAct, PAMI achieves best performance in almost all metrics, achieving 14.5% higher con-
tact recall than the previous art, and our ablations confirm that the part-based latent, anchor voting,
learned weights, and PamiRefiner each contribute. PamiRefiner further improves LIGHT and Inter-
Act outputs without retraining. Our code and models will be publicly released.
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A ADDITIONAL EXPERIMENTS
Table 5] reports the retrieval and diversity metrics omitted from the main table.

Table 5: Additional metrics on InterAct. Top-2/3 R-precision and Diversity complement Table

Method R-Prec. Top 2T R-Prec. Top 37  Diversity ™
Ground Truth ~ 0.967%0-001 0.992%0:002 7764+0.020
HOI-Diff 0.881+£0.012 0.929+0.003 7.577+0.054
CHOIS 0.880+0-004 0.934+0.002 7.777%0.046
InterDiff 0.930:|:0.002 0.968i0'005 7.738i0'058
Text2HOI 0.869i0'005 0.926i0'000 7.730104009
LIGHT 0.877i0'007 0.930:|:0.001 7737:‘:0.062
InterAct 0.935+0-007 0.967£0-006 7 775+0.026
PAMI 0.958+0-002 0.980+0-001 7 69340.007

A.1 NUMBER OF REFINEMENT STEPS

We vary the number of recursive updates at inference to select the refinement depth.

Most contact improvement occurs within four updates. Further refinement gives little contact gain
and eventually worsens FID. We therefore use K =4 throughout.

A.2 RUNTIME AND MEMORY

PamiVAE, PamiGen, and PamiRefiner have 755M, 55M, and 4.4M parameters, respectively. On
one H100, PamiGen trains for 240k iterations in about 16 hours and PamiRefiner for 44k iterations
in about 8 hours. For a 231-frame sequence at batch size 1, generation takes 0.13 s and 5.7 GB; four
refinement steps add 0.66 s and use 2.8 GB.
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Figure 5: Effect of recursion depth K. From left to right: full-body contact F1, FID, and hand-
contact F1. Curves show the mean over three generation draws; bands denote 95% confidence
intervals.

Table 6: PamiVAE reconstruction. Validation errors from the final checkpoint of each variant.
Body and hand errors are in mm; object translation and rotation errors are in cm and degrees.

Variant MPIJPE (mm)] hand (mm)| object comp. (cm)] object pos. (cm)] object rot. (°))
part-factored (ours) 15.2 1.3 2.54 1.66 2.2
+ contact-tuned decoder (final) 16.7 1.3 2.49 1.26 1.6
whole-body, param.-matched 38.8 2.3 2.70 1.38 2.0
wrist-only anchors 16.5 1.3 2.59 1.02 2.2
no anchors 17.7 1.2 - 1.41 1.2
w/o spatiotemporal attention 15.4 1.2 2.94 2.10 2.5

B IMPLEMENTATION DETAILS

B.1 MOTION REPRESENTATION AND COORDINATES

Motion is processed at 30 fps in windows of at most 300 frames. For each sequence, the human root
in the first frame defines the world coordinate frame, and all subsequent global human and object
motion is expressed relative to this frame. We follow MotionStreamer (Xiao et al., [2025) for the
272-dimensional body representation, but replace its frame-relative root variables with global root
orientation and translation in this first-frame coordinate system. The remaining features contain
root-relative joint positions and velocities, and parent-relative 6D rotations. The two hands are
represented separately by wrist-local positions and parent-relative 6D rotations for 15 finger joints
per side.

PamiVAE uses eight causal body-part encoders for the root, torso, left/right arms, legs, and hands.
The object encoder receives its global 6D rotation, free translation, and anchor-relative offsets.
All encoders downsample time by four and produce 16-dimensional tokens. Six spatiotemporal-
attention layers exchange information across tokens and time. One joint human decoder fuses all
body-part tokens, and two upsampling stages restore the original frame rate. Table[6]compares VAE
reconstruction quality, while Table[7]reports the corresponding generators before refinement.

B.2 ANCHOR VOTING IMPLEMENTATION

The representation uses five body-part anchors—the root, left/right wrists, and left/right ankles—
and one free anchor. Each body-part vote transforms a decoded relative offset through its decoded
human anchor; the free vote predicts object translation directly.

The voting target w; assigns weight to body parts within 1 cm of the object. Multiple active votes
are normalized; when no body-part contact is detected, the free branch receives the full vote. We
use Ly, = MSE(w, w;) with weight 0.01. At inference, the decoder predicts the votes and softmax
weights without the target. Object orientation is decoded separately in 6D. Table [§] reports the
additional metrics for the refined representation ablations.

15



Preprint

Table 7: Generator ablations before refinement (KX =0). These coarse outputs isolate the repre-
sentation choices from geometric refinement. We report the mean and 95% confidence interval over
three generation draws.

Top-1T Top-2" Top-3" FID* MM Distt  Diversity ™ FSR*

Ground Truth 0.859 0.967 0.992 0.000 1.475 7.764 0.051
Our full PAMI model 0_839i{).0()4 0.957i[).()(]2 0.980i().(]{)2 0.103i0.{1[)4 2.198i(].[)15 7_683i(].()08 0_137il).0(]2
(a) w/o part factorization 0.816%0-:002 0 946+0-001 (0 972+0.002 (9 330+0.009  p 375+0.004 7 535+0.016 () 26+0.001
(b) w/o leg and root anchors 0.84010-001  (,960+0-003 (. 984+0-001 () 109+0-006 3 2]5+0.014 7 706+0.006 () 13740.002
(c) w/o anchors 0.832%0-004 (9 953£0.003 () 977+0.001 (9 119+0.007 3 23()£0.004 7 723+0.013 () 128+0-002
(d) w/o learned voting weights ~ 0.830+0:003  .950+0-001 () 974+0.001 () 116+0:006 7 237+0.007 7 6gg+0.017 () 135+0.001
(e) w/o absolute root 0.775%0-002 9 909+0-006 () 948+0-005 () 368+0.026 5 (g4+0.042 7 418+0.015 () 147+0.001

Penct Contact= Interaction (full body)" Interaction (hands)"

Chrec Chrec Cr1 Chrec Chree Cr1

Ground Truth 0.060 0.219 1.000 1.000 1.000 1.000 1.000 1.000
Our full PAMI model 0.115%£0-003  0,142+0-001  (,500%0-006  (,364+0-005 (0 389%0.004 () g49+0-001 () 758%0.003 () 775+0.002
(a) w/o part factorization 0.083+0:002  (0,069+0-001 () 434+0.005 () |5140.004 () 199+0.003 () g]3+0.002 () 447+0.001 () 537+0.002
(b) w/o leg and root anchors 0.1 1510.003 OA]4Oi("002 0_48910.003 0_35310.005 0_37510.004 084810.003 0A754i0.004 0A773i0.003
(c) w/o anchors 0.100+0:006 0,091 +0.001  ( 451£0.012 0 910006 954+0.009 () gog£0-005 () 575+0-005 () 633:+0.003
(d) w/o learned Voting Weights 0.1 1510.004 0_]3210.001 0_48510.003 0_3]610.003 0_35010.001 0_84810.000 0A725i0.(m?€ 0'754t0.006
(e) w/o absolute root 0.112+0:002 (0, 115£0:002 () 469+0-003 () 2g(+0.002 () 393+0.004 () g2(+0.007 () 66(+0-003 () 694+0-007

Table 8: Additional metrics for the refined representation ablations in Table 2| (K=4). Mean
and 95% confidence interval over three runs.

Top-2" Top-3" MM Distt  Diversity™ FSR¥
Ground Truth 0.967 0.992 1.475 7.764 0.051
Our full PAMI model 0.958+0:002 (9 9g+0-001 2 195+0.016 7 693+0.007 ¢ 78+0.001
(a) w/o part factorization 0.948+0:000 (9 973+0.001 5 3(g+0.003 7 6571+0.019 (9 1]5+0.001
(b) w/o leg and root anchors 0.960+0-002  ,985+0-001 3 H(y7+0.013 7 718+0.004 (5 112+0.001
(c) w/o anchors 0.953+0:002 (9 976+0.001 3 51g+0.003 7 727+0.010  ( gp+0.001
(d) w/o learned voting weights ~ 0.950%0:002  (,974%0.001 2 978+0.006 7 695+0.014 () 193+0.001
(e) w/o absolute root 0.916+0:008 (0 951+0.009 3 705+0.038 7 384+0.026 () )96+0-001

B.3 PAMIGEN: TEXT-CONDITIONED LATENT INTERACTION GENERATION

The latent grid contains eight human-part tokens and one object token per latent step. The trans-
former has 10 layers, width 512, eight attention heads, and feed-forward width 2048. It applies
self-attention to the full token grid and cross-attention to frozen caption features. Rotary embed-
dings encode time, while token embeddings distinguish body parts and the object. The object token
is additionally conditioned on basis-point-set features of the canonical mesh (Prokudin et al.l[2019).
All normalization statistics are computed on the training split; human statistics are computed sep-
arately for each part token. To prevent the object loss from being diluted by the larger number of
human-part tokens, we compute the human and object errors separately:

Lrr =E; . {va — V*’th + Ao ||vg — v*’°||§ . ®)

We use classifier-free guidance with scale 2.5 and 50 integration steps. Decoded losses use Huber
distance and are applied only for 0.1 < 7 < 0.5. The free-position, free-velocity, and composed
translation terms each have weight 5.0; alignment has weight 2.5. Alignment is evaluated only on
frames with an active body-part vote, after removing the predicted free weight and renormalizing
the remaining weights. Targets come from decoding the clean latent with the same VAE.

B.4 PAMIREFINER ARCHITECTURE AND ROLLOUT

For one object, PamiRefiner uses 54 tokens per frame: 22 body joints, 30 finger joints, one object,
and one global token. Joint tokens contain 6D rotation and long-range surface probes. Body probes
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Table 9: Full metrics for Table@ Zero-shot refinement of LIGHT and InterAct outputs with K=4;
mean and 95% confidence interval over two sampling campaigns. Bold marks the best result in each
generator block.

Ground Truth

LIGHT

LIGHT -+ PamiRefiner w/o corruption stream
LIGHT + PamiRefi

InterAct + PamiRefiner

use the root frame, while finger probes use the wrist frame. The object token contains object pose;
the global token contains root pose and a 16D body-shape feature. Long-range probes use 512
surface points.

Short-range probes use a separate 16,384-point area-weighted surface sample. For each finger joint
and fingertip, we encode at most 64 points within 4cm using a shared pointwise network and
masked-mean pooling. Empty neighborhoods produce zero features. Both probe types are recom-
puted after every refinement step.

Features are projected to width 256 and processed by four spatial-temporal transformer blocks.
Zero-initialized heads predict bounded updates to joint rotations, root motion, and object SE(3).
Training backpropagates through a three-step rollout. Object updates are capped at 5 cm and 10°;
root updates at 10 cm and 5° in yaw. Table[9]reports the complete cross-generator transfer metrics.

B.5 PAMIREFINER TRAINING LOSSES

Recovery and generation batches alternate 1:1 while the VAE and generator remain frozen. A
recovery input is a corrupted VAE round trip, supervised by the original interaction. We sam-
ple clean, root, torso, upper-body, lower-body, object, and mixed groups with probabilities
0.2/0.1/0.1/0.2/0.1/0.2/0.1; mixed corruption combines two or three groups.

Temporal noise follows an Ornstein—Uhlenbeck process with a =~ 0.895. Root noise is4.7 cm in =z,
3° in yaw, and a 4 cm height offset. Rotation ranges are 2—5° for the torso, 3—7° for hips/knees, 2—-5°
for ankles, 3—12° for the upper body, and 4-15° for fingers. Object noise uses 1-4 cm translation and
3-12° rotation. Persistent biases are 1-6° for the upper body, 2—-8° for fingers, and 1-5 cm/3-15°
for the object. The corruption distribution is fixed across the three training steps; generated samples
are precomputed.

The implementation terms follow the five groups in Eq. Lecontact contains surface attraction
and contact slip; Lpenctration Penalizes human—object intersection; Lgupport constrains planted
feet, ground penetration, and lower-body drift; Lemootn penalizes abrupt motion and updates; and
Loreserve Protects non-interacting body regions, the root, and the object. The five group weights
Aes Aps As, Am, Ay, are all 1; their internal coefficients and the separate recovery-stream weights are
reported in Table[T1] Contact masks and segment anchors are computed once from the coarse gen-
eration and kept fixed during recursion. Table 10| reports the additional metrics for the RefineNet
ablations.

Parameter counts, optimizer schedules, and the scalar loss weights are listed in Table @ read di-
rectly from the final checkpoints’ recorded configurations.

C LIMITATIONS AND FUTURE WORK

Our experiments focus on the single-human, single-rigid-object setting of InterAct, and the method
assumes access to a known canonical object mesh for shape conditioning and surface sensing, which
may limit its applicability when accurate object geometry is unavailable. Moreover, PamiRefiner is
designed as a bounded local corrector: it can improve contact when the coarse interaction is already
reasonable, but cannot recover from an incorrect action, severe temporal misalignment, or a large
trajectory error. Future work will extend the framework to interactions involving multiple objects
and improve its generalization to novel object shapes beyond those observed during training.

17



Preprint

Table 10: Additional metrics for the PamiRefiner ablations in Table |3| (A{=4). Mean and 95%

confidence interval over three runs.

Top-2" Top-3" MM Distt  Diversity ™ FSRY
Ground Truth 0.967 0.992 1.475 7.764 0.051
(a) no refinement 0.957%0-002  0.980+0-002 2 198+0-015 7 683+0.008 () 137+0.002
(b) w/o generation stream  0.958+0-002  (,980+0-002 2 20g+0-015 7, 696+0-009 () 134+0.001
(c) w/o corruption stream ~ 0.958+0:002  (,980+0-003 2 199+0.014 7 692+0.008 () (g5+0-000
(d) w/o short-range probes  0.958+0-002  (,980+0-002 5 19g+0.014 7 691+0.006 () 1(7+0-001
(e) w/o long-range probes  0.958+0-003  (,980+0-003 2 2(p+0.016 7 g3+0.007 () 105+0.002
(f) PamiRefiner 0.958+0-:002 (. 98(+0-001 5 1950016 7 693+0.007 () (78+0.001
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Table 11: Hyperparameters used by the final checkpoints.

PamiVAE
Human part tokens / object tokens
Latent dim per token
Part encoder / decoder width
Spatiotemporal attention
Anchor set
Base loss weights (direct recon. /
free vel. / composed trans. / voting
/ human KL / object KL)
Auxiliary loss weights (hand / root
vel. / foot slide / joint vel. / FK
cons. / contact)
Training iterations
Parameters

PamiGen
Generator backbone
Conditioning
Classifier-free  guidance (train
drop / test scale) / sampling steps
Optimizer
Decoded-space losses (free pos. /
free vel. / composed / alignment)
Training iterations
Parameters

PamiRefiner
Backbone
Short-range surface sensor
Streams
Recursion depth K (train / test)
Recovery weights (absolute / cen-
tered vertices / rotations / object /
root xz / root y)
Generation group
Oe/Ap/ s /A ) An)
Contact and penetration terms (at-
traction / slip / penetration)
Support terms (foot / pin and drift
/ leg trust)
Smoothness terms (motion / up-
date)
Preservation terms (body / object /
root)
Correction authority (object)
Optimizer

weights

Parameters

8/1

16

1024 /1024

d = 256, 6 layers, 8 spatial / 14 temporal heads
root, left/right wrist, left/right ankle + free slot
1.0/1.0/1.0/0.01/10"* /10"

1.0/50.0/30.0/30.0/1.0/1.0

200k; contact-tuned decoder 425k (encoder frozen, Actc = 1.0)
755M

d = 512, 10 layers, 8 heads, FF 2048, dropout 0.1

text (CLIP ViT-B/32 tokens), object BPS, body-shape joint rest pose

0.1/2.5/50

AdamW, Ir 0.0001, warmup 2500, cosine to 1e-06 over 350k
50/5.0/50/25

240k
55M

d = 256, 4 layers

up to 64 points per query, radius 4 cm, dense surface 16,384
corruption : generation = 1 : 1 (real_every=2)

3/4

7.0/5.0/1.0/1.0/1.0/1.0

1.0/1.0/1.0/1.0/1.0

1.0/05/1.0

20/50/1.0

0.1/0.5

1.0/1.0/1.0

5.0 cm, 10.0°

AdamW, Ir 0.0003, batch 4, warmup 12k, 60k schedule (checkpoint at

44k)
4.4M

19



	Introduction
	Related Work
	Method
	Part-Anchored Interaction VAE
	Text-conditioned latent interaction generation
	Recursive geometric refinement

	Experiments
	Baseline Comparison
	Ablation Studies
	Part anchored voting representation
	Fine-grained refinement


	Conclusion and limitations
	 Appendix
	Additional experiments
	Number of refinement steps
	Runtime and memory

	Implementation details
	Motion representation and coordinates
	Anchor voting implementation
	PamiGen: Text-Conditioned Latent Interaction Generation
	PamiRefiner architecture and rollout
	PamiRefiner training losses

	Limitations and future work


